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Background 
 
In computer science and engineering, technological innovation and discovery require two key 
elements: deep understanding of the challenges at hand, and broad familiarity with other 
aspects of the discipline that may offer alternative solutions or redefine a context of these 
challenges. After all, it is human ingenuity and ability to synthesize new ideas from existing 
elements that turn computer science into applicable engineering solutions. 
 
In this spirit, in my research I try to remain flexible and open to exploring a variety of topics. 
My preferred interests revolve around mechanisms under-the-hood, back-end technologies, 
hardware-accelerated compute resources, and algorithms. Rather than asking how humans 
interact with computers, I am curious about how computers expose their full potential and 
performance to human users. 
 
In the modern age, digital machines have become ubiquitous and powerful to a point, where 
we try to channel some of this potential back to make machines do what we want, and no 
longer focus on constraints related to how do they do it. We want to make software 
development process more human-centric and less constrained by the machine. 
 
This approach allows us to make software code more expressive, easier to maintain and argue 
about in terms of its security and correctness, less error prone to mistakes and vulnerabilities, 
less bound to a particular execution environment or hardware. This approach also allows us to 
equip new generations of programmers with knowledge about how to tackle important real-
world problems that their community or businesses face, rather than how to deal with technical 
limitations and quirks. 
 
But fulfilling this vision requires us to expand our understanding of how to utilize computing 
resources made available to us by contemporary computers, and how to deal simultaneously 
with legacy engineering solutions (created decades ago when computer systems were more 
resource-constrained) that are still in use today or that have evolved while keeping their 
backward compatibility and technical debt. 
 
Thus, my current research areas follow these two themes: 

1. Software engineering, addressing the latter challenges, and 
2. Utilization of computing resources, concentrated on the former aspect. 
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Research Areas 
 
1. Software engineering 

 
1.1. Programming languages with focus on improvement of data types and abstractions 
 
Currently, this is my primary research area. 
 
A nature of a programming language shapes our way of thinking about interactions with 
computers through that language. When imperative languages are used, oftentimes a 
significant part of the focus and development effort is dedicated to implementing correct flows 
of data through statements, while data type definitions play a secondary role: they declare our 
expectations of data storage or type relationships in object-oriented programming. General-
purpose languages rarely present built-in features to promote use of data types (particularly: 
primitive data types) as a means of constraining acceptable operations for objects of these 
types. Lack of such facilities in a language may be a result of existing practices in the 
community, difficulties in implementing relevant and easy-to-use abstractions, or backward 
compatibility concerns. 
 
In my research, I aim to study what mechanisms could be employed by general-purpose 
programming languages to promote use of data types for even stricter compile-time checking 
and what is feasibility of adding such features to these languages or their libraries. 
 
This research is currently at an early stage. In initial steps, I want to focus on exploring what 
are major challenges of using very strongly-typed abstraction data type systems with popular 
programming languages (predominantly, modern C++ and C#), and what abstractions are 
desired to allow for even more constrained programming style. 
 
 
1.2. Impact of data-related design aspects of development tools on end-user software 
 
In the area of software engineering, I explore how software systems, software development 
tools, or APIs can automatically enforce or promote correctness of interaction, educate their 
users, programmers, about good practices, and opportunities for introducing relevant 
constraints. 
 
This research is currently at a planning stage. I am hoping to assess to what degree implied 
software design choices assumed as obvious (i.e. database normalization, “how to represent a 
postal address in a database?”), or not taken into consideration at all (i.e. lack of time-
awareness; “will a change to person’s name impact historical invoices?”), impact long-term 
rigidity of end-user software code, or immobility of software components, and what tools, 
techniques or practices are best to prevent their undesired consequences. 
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2. Utilization of computing resources 
 
2.1. Applications of classic AI and “game AI” 
 
Classic algorithms of artificial intelligence meet a strong competition from machine learning 
algorithms in many use cases, but they still represent a very important part of a programmer’s 
toolbox that is crucial for simulation software, multi-agent entertainment systems, computer 
games, control systems, and many other applications of decision-making processes. 
 
With rich availability of relatively inexpensive parallel hardware and modern networking, 
some of popular algorithms (i.e. path-finding) may uncover prospects of performance 
optimizations in concurrent implementations or in batch execution. 
 
This research is currently at a planning stage. Through this study I would like to investigate 
how an adoption of a parallel processing approach may result in creating variations of classic 
AI algorithms that are more performant in real-world implementations. 
 
 
2.2. Distributed and parallel computing, including computer networking 
 
Currently, I am investigating opportunities for promising research topics in this area. 
 
This area is of particular interest to me as I have been developing commercial distributed and 
networking software for over a decade, and the emergence of modern technologies (such as 
containerization, non-relational databases and more heterogenous virtualized run-time 
environments) and the resulting change of system design paradigms offer interesting 
opportunities (such as improved portability), but also significant challenges (often increased 
reliance on IPC over networking protocols). 
 

Selected Publications and Outputs 
 
NIL 
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